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Introduction
This Application Note describes how to use the QP™ active object frameworks (QP/C and QP/C++) with
the ARM Cortex-R processors. Two main implementation options are covered: the cooperative, prioritybased QV kernel and the preemptive, run-to-completion QK kernel. Both of these kernels are available in
QP. This document assumes QP version 5.7.0 or higher.
To focus this discussion, this Application Note uses the LAUNCHXL2-TMS57012 board from Texas
Instruments (see Figure 1). The toolsets described include the IAR-ARM and the Eclipse-based Code
Composer Studio (from Texas Instruments). However, the general implementation strategy should be
extendable to most other toolsets for ARM Cortex-R.
The provided application examples illustrate also using the QM™ modeling tool for designing QP™
applications graphically and generating code automatically.

Figure 1: The LAUCHXL2-TMS57012 board (Hercules) used to test the ARM Cortex-R ports

ARM Cortex-R4F
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1.1

About the QP Port to ARM Cortex-R
The QP port to ARM Cortex-R provided in the (<qp>\ports\arm-cr directory) is generic to all ARM
Cortex-R devices. Any MCU-specific code (like the VIM and RTI for TMS570) is located in the Board
Support Package (<qp>\examples\arm-cr directory), or in the 3rd-party code (<qp>\3rd_party
directory). This document assumes that you are familiar with the ARM Cortex-R Programmer Model
[ARM-0042A].
NOTE: To focus the discussion, most explanations in this document will pertain to the

TMS570 Hercules ARM Cortex-R4F devices [TI-TMS570LS12X] and the TI-ARM toolset
included in the Code Composer Studio (CCS). The other toolsets (e.g., IAR EWARM) will
be mentioned only when the differences are significant and non-obvious.

1.2

About QP™
QP™ is a family of very lightweight, open source, state machine-based frameworks for developing eventdriven applications. QP enables building well-structured embedded applications as a set of concurrently
executing hierarchical state machines (UML statecharts) directly in C or C++. QP is described in detail in
the book “Practical UML Statecharts in C/C++, Second Edition: Event-Driven Programming for Embedded
Systems” [PSiCC2] (Newnes, 2008).

Figure 2: QP components and their relationship with the target hardware,
board support package (BSP), and the application code

As shown in Figure 2, QP consists of a universal UML-compliant event processor (QEP), a portable realtime framework (QF), a choice of build-in real-time kernels, and software tracing instrumentation (QS).
Current versions of QP include: QP/C and QP/C++, which require about 4KB of code and a few hundred
bytes of RAM, and the ultra-lightweight QP-nano, which requires only 1-2KB of code and just several
bytes of RAM.
QP can completely replace a traditional RTOS. QP includes a simple non-preemptive QV kernel, a
preemptive, run-to-completion kernel (QK), and the traditional preemptive blocking QXK kernel. QP/C and
QP/C++ can also work with a traditional OS/RTOS to take advantage of existing device drivers,
communication stacks, and other middleware. QP has been ported to Linux/BSD and Windows, as well
as to ThreadX, uC/OS-II, and embOS.
Copyright © Quantum Leaps, LLC. All Rights Reserved.
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1.3

About QM™
QM™ (QP™ Modeler) is a free, cross-platform, graphical UML modeling
tool for designing and implementing real-time embedded applications
based on the QP™ state machine frameworks. QM™ itself is based on the
Qt framework and therefore runs naively on Windows, Linux, and Mac
OSX.
QM™ provides intuitive diagramming environment for creating good looking
hierarchical state machine diagrams and hierarchical outline of your entire
application. QM™ eliminates coding errors by automatic generation of
compact C or C++ code that is fully traceable from your design. Please visit
state-machine.com/qm for more information about QM™.
The code accompanying this App Note contains several version of the
Dining Philosopher Problem [AN-DPP] example for the LAUNCHXL2-TMS57012 board, all modeled with
QM.

1.4

Licensing QP™
The QP active object frameworks are offered under the following licensing options (see www.statemachine.com/licensing):
 The GNU General Public License version 2 (GPL) as published by the Free
Software Foundation and appearing in the file GPL.TXT included in the packaging of
every Quantum Leaps software distribution. The GPL open source license allows
you to use the software at no charge under the condition that if you redistribute the
original software or applications derived from it, the complete source code for your
application must be also available under the conditions of the GPL (GPL Section
2[b]).
 One of several Quantum Leaps commercial licenses, which are designed for customers
who wish to retain the proprietary status of their code and therefore cannot use the
GNU General Public License. The customers who license Quantum Leaps software
under the commercial licenses do not use the software under the GPL and therefore
are not subject to any of its terms.

1.5

Licensing QM™
The QM™ graphical modeling tool is free to use, but is not open source. During the
installation you will need to accept a basic End-User License Agreement (EULA), which
legally protects Quantum Leaps from any warranty claims, prohibits removing any
copyright notices from QM, selling it, and creating similar competitive products.

Copyright © Quantum Leaps, LLC. All Rights Reserved.
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2

Directories and Files
The QP ports to ARM Cortex-R are available in the standard QP distribution, which also contains
example applications. Specifically, the ARM Cortex-R ports and examples are placed in the following
directories:

Listing 1: Directories and files pertaining to the ARM Cortex-R QP ports
included in the standard QP distribution.
qpc/
- QP/C directory (qpcpp for QP/C++)
+-3rd_party/
- 3-rd Party Software
| +-launchxl2-tms57012/ – support code for LAUNCHXL2-TMS57012
| | +-iar/
– support code for IAR-ARM
| | | +-include/
– HALCoGen-generated include files for IAR-ARM
| | | +-source/
– HALCoGen-generated source files for IAR-ARM
| | | +-launchxl2-tms57012_iar.hcg – HALCoGen project for IAR
| | +-ti/
– support code for TI-ARM (CCS)
| | | +-include/
– HALCoGen-generated include files for TI-ARM
| | | +-source/
– HALCoGen-generated source files for TI-ARM
| | | +-launchxl2-tms57012_ti.hcg
– HALCoGen project for TI
| +-…
– other 3-rd party boards/RTOSes
|
+-include/
- QP public include files
| +-qassert.h
– QP platform-independent public include
| +-qep.h
– QEP platform-independent public include
| +-qf.h
– QF platform-independent public include
| +-qk.h
– QK platform-independent public include
| +-qv.h
– QV platform-independent public include
| +-qxk.h
– QXK platform-independent public include
| +-qs.h
– QS platform-independent public include
| +- . . .
| +-qpc.h
– QP platform-dependent public include
|
+-ports/
- QP ports
| +-arm-cr/
- ARM-Cortex-R ports
| | +-qv/
- QV ports (cooperative)
| | | +-gnu/
- GNU-ARM toolset
| | | +-iar/
- IAR toolset
| | | | +-qf_port.h
– QF platform-dependent public include
| | | | +-qv_port.h
– QV platform-dependent public include
| | | | +-qs_port.h
– QS platform-dependent public include
| | | +-ti/
- TI toolset
| | |
| | +-qk/
- QK ports (preemptive, run-to-completion)
| | | +-gnu/
- GNU-ARM toolset
| | | +-iar/
- IAR toolset
| | | | +-qf_port.h
– QF platform-dependent public include
| | | | +-qk_port.h
– QK platform-dependent public include
| | | | +-qs_port.h
– QS platform-dependent public include
| | | +-ti/
- TI toolset
| | |
|
+-examples/
- subdirectory containing the QP example files
| +-arm-cr/
- ARM-Cortex-R ports
| | +-blinky-launchxl2-tms57012/ - Blinky example for XL2-TMS57012 (Cortex-R4F)
Copyright © Quantum Leaps, LLC. All Rights Reserved.
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| +-qk/
- QK examples (preemptive, run-to-completion)
| | +-iar/
- IAR toolset
| | +-ti/
- TI toolset
| | +-bsp.c
- Board Support Package for the DPP application
| +-qv/
- QV examples (preemptive, run-to-completion)
| | +-iar/
- IAR toolset
| | +-ti/
- TI toolset
| | +-bsp.c
- Board Support Package for the DPP application
| +-bsp.h
- BSP header file
| +-blinky.h
- the Blinky header file
| +-blinky.c
- the Blinky active object
| +-main.c
- the main function
|
+-dpp-launchxl2-tms57012/ - DPP example for XL2-TMS57012 (Cortex-R4F)
| +-qk/
- QK examples (preemptive, run-to-completion)
| | +-iar/
- IAR toolset
| | +-ti/
- TI toolset
| | +-bsp.c
- Board Support Package for the DPP application
| | +-main.c
- the main function
| +-qv/
- QV examples (preemptive, run-to-completion)
| | +-iar/
- IAR toolset
| | +-ti/
- TI toolset
| | +-bsp.c
- Board Support Package for the DPP application
| | +-main.c
- the main function
| +-bsp.h
- BSP header file
| +-dpp.qm
- the DPP model file for QM
| +-dpp.h
- the DPP header file
| +-philo.c
- the Philosopher active object
| +-table.c
- the Table active object

Building and Debugging the Examples
The example applications for ARM Cortex-R have been tested with the LAUNCHXL2-TMS57012 board
(Hercules LaunchPad) from Texas Instruments (see Figure 1) and two embedded toolsets: the CCS IDE
from Texas Instruments and IAR EWARM. The examples contain the CCS and IAR project files, which
can be imported into CCS or opened in the IAR EWARM IDE. The provided projects support building the
Debug, Release, and Spy configurations.
NOTE: The QP/C and QP/C++ applications can be built in the following three build configurations:
Debug - this configuration is built with full debugging information and minimal optimization. When the QP
framework finds no events to process, the framework busy-idles until there are new events to process.
Release - this configuration is built with no debugging information and high optimization. Single-stepping and
debugging is typically not supported due to the lack of debugging information and optimized code, but the
debugger can be used to download and start the executable. When the QP framework finds no events to
process, the framework puts the CPU to sleep until there are new events to process.
Spy - like the debug variant, this variant is built with full debugging information and minimal optimization.
Additionally, it is build with the QP's Q-SPY trace functionality built in. The on-board serial port and the Q-Spy
host application are used for sending and viewing trace data. Like the Debug configuration, the QP framework
busy-idles until there are new events to process.

Copyright © Quantum Leaps, LLC. All Rights Reserved.
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2.1.1

Building the Examples from CCS
The example code contains the Eclipse projects for building and debugging the Blinky and DPP (Dining
Philosophers Problem) examples with the Eclipse-based Code Composer Studio (CCS) IDE from Texas
Instruments. The CCS projects files are located in the ti\ sub-directory in each example folder. For
instance, the CCS project for the Blinky example with the QK kernel and TI-ARM toolset is located in
C:\qp_lab\qpc\examples\arm-cr\blinky_launchxl2-tms57012\qk\ti\.cproject. You need to
import this project into the CCS, as shown in the following screen shot.
NOTE: Most board-specific code in the examples for the LAUNCHXL2-TMS57012 board has

been generated by the HALCoGen utility from Texas Instruments. The complete
HALCoGen project for the TI toolset and the generated code files is provided in the
directory <qp>\3rd_party\launchxl2-tms57012\ti\launchxl2-tms57012_ti.hcg
(see Listing 1).

Figure 3: Blinky example in CCS
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2.1.2

Building the Examples from IAR EWARM
The example code contains the IAR projects for building and debugging the Blinky and DPP (Dining
Philosophers Problem) examples with the IAR EWARM. The IAR workspace and projects files are located
in the iar\ sub-directory in each example folder. For instance, the IAR worspace for the Blinky example
with the QK kernel and IAR toolset is located in C:\qp_lab\qpc\examples\armcr\blinky_launchxl2-tms57012\qk\iar\blinky-qk.eww. You open this workspace in the IAR
EWARM, as shown in the following screen shot.
NOTE: Most board-specific code in the examples for the LAUNCHXL2-TMS57012 board has

been generated by the HALCoGen utility from Texas Instruments. The complete
HALCoGen project for the IAR toolset and the generated code files is provided in the
directory <qp>\3rd_party\launchxl2-tms57012\iar\launchxl2-tms57012_iar.hcg
(see Listing 1).

Figure 4: Blinky example in IAR EWARM
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2.1.3

Modifying the Project Settings in HALCoGen
As mentioned before, most board-specific code in the examples for the LAUNCHXL2-TMS57012 board
has been generated by the HALCoGen utility from Texas Instruments. The complete HALCoGen
projects for the TI and IAR toolsets and the generated code files are provided in the directory
<qp>\3rd_party\launchxl2-tms57012\ (see Listing 1). The following screen shot shows the project
launchxl2-tms57012_ti.hcg project opened in HALCoGen. In the panel on the right-hand side you can
see some of the generated files.

Figure 5: Project launchxl2-tms57012_ti.hcg opened in the HALCoGen utility

As usual with code generation tools, the generated code should never be modified directly by hand.
Instead, you should always update the model inside the HALCoGen tool and then re-generate the code.
NOTE: In case of the HALCoGen tool, the code inserted between the comment-lines USER CODE
BEGIN / USER CODE END is preserved during the code generation. See the HALCoGen

documentation [HALCoGen-CCS] for more details.
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3

The Cooperative QV Kernel
The non-preemptive QV kernel executes active objects one at a time, with priority-based scheduling
performed after processing (to completion) of each event. Due to naturally short duration of event
processing in state machines, the simple QV kernel is often adequate for many real-time systems. The
QV port to ARM Cortex-R is located in the folder <qp>\ports\arm-cr\qv\.
On ARM Cortex-R, the Cooperative QV kernel runs in the privileged SYSTEM mode using the
User/System stack for executing active objects. Interrupts are handled in the same way as in a simple
foreground-background system (a.k.a. main+ISRs), that is, interrupts dedicated as IRQ run in the IRQ
mode and interrupts dedicated as FIQ run in the FIQ mode. Additionally, if you use any other exception
types (e.g., SVC), they run in the corresponding mode as well.
NOTE: You need to initialize the stacks of all exception/interrupt types used in your project.

3.1

The qep_port.h Header File
The QEP header file for the ARM Cortex-R port is located in <qp>\ports\arm-cr\qv\ti\qep_port.h.
Listing 2 shows the qep_port.h header file for ARM Cortex-R/IAR. The TI-ARM compiler is a standard
C99 compiler, so it simply includes the <stdint.h> header file that defines the platform-specific exactwith integer types.

Listing 2: The qep_port.h header file for ARM Cortex-R
#include <stdint.h>
#include "qep.h"

3.2

/* C99-standard exact-width integer types */
/* QEP platform-independent public interface */

The qf_port.h Header File
The QF header file for the ARM Cortex-R port is located in <qp>\ports\arm-cr\qv\ti\qf_port.h.
This file specifies the interrupt disabling policy (QF critical section) as well as the configuration constants
for QF (see Chapter 8 in [PSiCC2]).
The ARM Cortex-R automatically disables interrupts upon the entry to the interrupt handler (IRQ or FIQ).
The standard compiler-generated interrupt service routines (ISRs) don’t re-enable interrupts, so typically
the whole body of an ISR runs with interrupts disabled (re-enabling interrupts within interrupts is possible,
but it is an advanced option discussed later). Consequently, the QP services invoked from ISRs must not
inadvertently re-enable interrupts, so they must use the “save-and restore interrupt status” policy. This
policy allows critical sections to nest.

Listing 3: The qf_port.h header file for ARM Cortex-R/GNU.
/* The maximum number of active objects in the application, see NOTE1 */
(1) #define QF_MAX_ACTIVE
32
/* The maximum number of system clock tick rates */
(2) #define QF_MAX_TICK_RATE
2
/* QF interrupt disable/enable, see NOTE2 */
(3) #ifdef __16bis__
(4a)
#define QF_INT_DISABLE()
__asm(" CPSID i")
(5a)
#define QF_INT_ENABLE()
__asm(" CPSIE i")
Copyright © Quantum Leaps, LLC. All Rights Reserved.
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(6a)

#define
#else
(4b)
#define
(5b)
#define
(6b)
#define
#endif

QF_INT_ENABLE_ALL() __asm(" CPSIE if")
QF_INT_DISABLE()
_disable_IRQ()
QF_INT_ENABLE()
_enable_IRQ()
QF_INT_ENABLE_ALL() _enable_interrupts()

/* Cortex-R provide the CLZ instruction for fast LOG2 */
(7) #define QF_LOG2(n_) ((uint8_t)(32U - __clz(n_)))
/* QF critical section entry/exit, see NOTE3 */
(8) #define QF_CRIT_STAT_TYPE
uint32_t
(9) #define QF_CRIT_ENTRY(status_) do { \
(10)
(status_) = _get_CPSR(); \
(11)
QF_INT_DISABLE(); \
} while (0)
//#define QF_CRIT_EXIT(status_) _set_CPSR((status_))
(12) #define QF_CRIT_EXIT(status_) do { \
(13)
if (((status_) & (1U << 7)) == 0) { \
(14)
QF_INT_ENABLE(); \
} \
} while (0)
(15) #define QF_CRIT_EXIT_NOP()
__asm(" ISB")
(16) #include "qep_port.h"
(17) #include "qv_port.h"
(18) #include "qf.h"
(1)

/* QEP port */
/* QV port */
/* QF platform-independent public interface */

The QF_MAX_ACTIVE macro specifies the maximum number of active object priorities in the
application. You always need to provide this macro. Here, QF_MAX_ACTIVE is set to 32, but it can be
increased up to the maximum limit of 63 active object priorities in the system.
NOTE: The qf_port.h header file does not change the default settings for all the rest of various
object sizes inside QF. Please refer to Chapter 8 of [PSiCC2] for discussion of all configurable QF
parameters.

(2)

The QF_MAX_TICK_RATE specifies the maximum number of clock tick rates for QP time events. If
you don't need to specify this limit, in which case the default of a single clock rate will be chosen.

(3)

The interrupt disabling policy for the ARM Cortex-R is optimized differently when the processor runs
in the THUMB state (Thumb-2 instruction set) versus the situation when the processor runs in the
ARM state (ARM instruction set).
NOTE: In principle, both cases could use the same intrinsic functions of the TI-ARM compiler [TIARM C/C++]: _disable_IRQ() / _enable_IRQ(). However, the inspection of the generated
code shows that in the THUMB mode these functions generated the expensive read-modify-write
from CPSR, instead of single instructions “CPSID i” and “CPSIE i”. Since the Cortex processors
typically run most of the code in the THUMB state, this optimization seems worth-while.

(4a-5a) In the THUMB state, interrupts are disabled/enabled by single assembly instructions “CPSID i”
and “CPSIE i”.
NOTE: The “CPSID i” and “CPSIE i” instructions disable/enable only the IRQ interrupts. The FIQ
interrupts are never disabled in this port. This means that FIQ-type interrupts run completely
freely, but they cannot call any QP services (they are so called “kernel-unaware” interrupts).

Copyright © Quantum Leaps, LLC. All Rights Reserved.
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(6a) In the THUMB state, the macro QF_INT_ENABLE_ALL() enables both IRQ and FIQ-type interrupts.
This macro is used only during the startup (specifically in the QF_onStartup() callback).
(4b-6b) In the ARM state, interrupts are disabled/enabled by the TI-ARM intrinsic functions
_disable_IRQ() / _enable_IRQ() / _enable_interrupts().
NOTE: Again, the FIQ interrupts are never disabled.

(7)

The macro QF_LOG2() is defined to take advantage of the CLZ instruction (Count Leading Zeroes),
which is available in ARM Cortex-R.

(8)

The macro QF_CRIT_STAT_TYPE is defined, which means that the “save and restore interrupt status”
policy is used.

(9-11) The macro QF_CRIT_ENTRY() saves the CPSR in the status_ argument and then disables
interrupts.
(12-14) The macro QF_CRIT_EXIT() checks the I-bit in the status_ argument and enables interrupts
only when it is set.
NOTE: A slightly faster way to restore the interrupt status would be to restore the CPSR_c flags, but
the TI-ARM compiler does not provide an intrinsic function to accomplish this. The two intrinsic
functions provided _set_CPSR() and _set_CPSR_flg() write to the CPSR_f flags as well.

(15) The macro QF_CRIT_EXIT_NOP() provides the protection against merging two critical sections
occurring back-to-back in the QP code.
(16) The file qf_port.h includes the QEP event processor port.
(17) The file qf_port.h includes the QV cooperative kernel port.
(18) The file qf_port.h includes the QF platform-independent interface.

3.3

The qv_port.h Header File
The QV header file for the ARM Cortex-R port is located in <qp>\ports\arm-cm\qv\gnu\qv_port.h.
This file provides the macro QV_CPU_SLEEP(), which specifies how to enter the CPU sleep mode safely in
the cooperative QV kernel (see also Section 3.6) and [Samek 07]).
NOTE: To avoid race conditions between interrupts waking up active objects and going to sleep, the
cooperative QV kernel calls the QV_CPU_SLEEP() callback with interrupts disabled.

Listing 4: The qv_port.h header file for ARM Cortex-R
/* macro to put the CPU to sleep inside QV_onIdle() */
(1) #define QV_CPU_SLEEP() do { \
__wfi(); \
QF_INT_ENABLE(); \
} while (0)
#include "qv.h" /* QV platform-independent public interface */
(1)

For ARM Cortex-R, the macro QV_CPU_SLEEP() only stops the CPU with the WFI instruction (Wait
For Interrupt). After the CPU is woken up by an interrupt, interrupts are re-enabled with the
QF_INT_ENABLE() macro.

Copyright © Quantum Leaps, LLC. All Rights Reserved.
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3.4

Interrupt Handling in QV
On ARM Cortex-R, the Cooperative QV kernel runs in the privileged SYSTEM mode using the
User/System stack for executing active objects. Interrupts are handled in the same way as in a simple
foreground-background system (a.k.a. main+ISRs), meaning that the QV kernel does not require any
extra processing in the interrupts. This means that you can use the compiler-generated interrupt service
routines, which typically run in the corresponding interrupt modes (IRQ mode for IRQ-type interrupts and
FIQ mode for FIQ-type interrupts).

3.4.1

Interrupt Handling on the Hercules TM570 Processor
This section describes choices you can make to handle interrupts on the Hercules TM570 processor. The
recommended way of configuring the processor, including the interrupts, is through the HALCoGen utility.
The Vectored Interrupt Manager (VIM):
TMS570 (Hercules) processor is equipped with the Vectored Interrupt Manager (VIM) module, which
offers the following interrutp handling options [TI-TMS570LS12X]:
1. Index interrupts mode
2. Register vectored interrupts
3. Hardware vectored interrupts (for IRQ only)
The cooperative QV kernel can work with any of these options. However, the fastest is option 3, which
bypasses the ARM vector table for the IRQ-type interrupts and automatically dispatches to the ISR
registered in the VIM-RAM (see [TI-TMS570LS12X]).
The ARM Vector Table:
The ARM Vector Table is generated by the HALCoGen utility and corresponds to the selected interrupt
handling option in the VIM.

Figure 6: Project launchxl2-tms57012_ti.hcg opened in the HALCoGen utility
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For the configuration shown in Figure 6, the ARM vector table looks as follows:

Listing 5: The ARM Vector Table (file sys_intvecs.asm)
.sect ".intvecs"
b _c_int00 ; RESET interrupt
b _undef
; UNDEFINED INSTRUCTION interrupt
b _svc
; SOFTWARE interrupt
b _pabort ; ABORT (PREFETCH) interrupt
b _dabort ; ABORT (DATA) interrupt
b #-8
; Reserved
ldr pc,[pc,#-0x1B0] ; IRQ interrupt
ldr pc,[pc,#-0x1B0] ; FIQ interrupt

00000000h
00000004h
00000008h
0000000Ch
00000010h
00000014h
(1) 00000018h
(2) 0000001Ch
(1)

The LDR instruction at address 0x18 (IRQ vector) loads the memory at ‘PC - 0x1B0’, which is ‘0x18
+ 0x08 - 0x1B0 = 0xFFFFFE70. This is the address of IRQVECREG.
NOTE: This instruction is used only in the register-vectored interrupts. The IRQ vector at 0x18 is not
used in the hardware-vectored interrupts.

(2)

The LDR instruction at address 0x1C (FIQ vector) loads the memory at ‘PC - 0x1B0’, which is ‘0x1C
+ 0x08 - 0x1B0 = 0xFFFFFE74. This is the address of FIQVECREG.
NOTE: This instruction is used for both register- and hardware-vectored FIQ-type interrupts.

The VIM-RAM Vector Table:
The register-vectored and hardware-vectored dispatching require initializing the VIM-RAM Vector Table
with the addresses of the corresponding IRS. This can be automated in the HALCoGen. The following
screen shot shows the layout of the VIM-RAM Vector Table for the TMS570L12 processor:

Figure 7: Project launchxl2-tms57012_ti.hcg opened in the HALCoGen utility
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The Interrupt Service Routines (ISRs):
As mentioned before, the QV kernel can work with the interrupt service routines (ISR) generated by the
HALCoGen/compiler. The following listing shows the IRQ generated by the HALCoGen utility.

Listing 6: The IRQ handler generated by HALCoGen for the RTI module
(1) #pragma CODE_STATE(rtiCompare0Interrupt, 32)
(2) #pragma INTERRUPT(rtiCompare0Interrupt, IRQ)
/* SourceId : RTI_SourceId_022 */
/* DesignId : RTI_DesignId_022 */
/* Requirements : HL_SR95 */
void rtiCompare0Interrupt(void)
{
/* USER CODE BEGIN (74) */
/* USER CODE END */
(3)
(4)

rtiREG1->INTFLAG = 1U;
rtiNotification(rtiNOTIFICATION_COMPARE0);
/* USER CODE BEGIN (75) */
/* USER CODE END */
}

(1)

The pragma CODE_STATE instructs the compiler to generate 32-bit code (ARM) for the function
NOTE: ARM Cortex-R enters all exceptions in the ARM state (this can be re-configured, but typically
is left at default).

(2)

The pragma INTERRUPT instructs the compiler to generate correct entry/exit code for the selected
exception type. The function code executes in the exception mode specified by the exception type
(IRQ in this case).
NOTE: The SP_irq stack pointer must be initialized and the adequate IRQ stack space must be
provided.

3.5

(3)

The interrupt handler clears the interrupt source (RTI in this case)

(4)

According to the HALCoGen convention, the interrupt invokes a “notification” function, which is
defined in the application. Here, the rtiNotification() is defined in the BSP for the QV kernel.

Using the FPU in the QV Port (Cortex-R4F)
If you have the Cortex-R4F CPU and your build is configured to uses the hardware FPU (e.g., the floating
port support is configured to VFPv3D16 for the TMS570L12 MCU), the IRQ code generated by the
compiler automatically saves and restores the FPU registers ({d0..d7} for the VFPv3D16 FPU). This
means that it is safe to use the FPU both in QP active objects and in the ISRs.
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3.6

QV Idle Processing Customization in QV_onIdle()
When no events are available, the non-preemptive QV kernel invokes the platform-specific callback
function QV_onIdle(), which you can use to save CPU power, or perform any other “idle” processing
(such as Quantum Spy software trace output).
NOTE: The idle callback QV_onIdle() must be invoked with interrupts disabled, because the idle
condition can be changed by any interrupt that posts events to event queues. QV_onIdle() must
internally enable interrupts, ideally atomically with putting the CPU to the power-saving mode (see
also [Samek 07] and Chapter 7 in [PSiCC2]).

Because QV_onIdle() must enable interrupts internally, the signature of the function depends on the
interrupt locking policy. In case of the simple “unconditional interrupt locking and unlocking” policy, which
is used in this ARM Cortex-R port, the QV_onIdle() takes no parameters. Listing 7 shows an example
implementation of QV_onIdle().

Listing 7: QV_onIdle() callback.
(1) void QV_onIdle(void) { /* entered with interrupts DISABLED, see NOTE01 */
~ ~ ~
(2) #if defined NDEBUG
/* Put the CPU and peripherals to the low-power mode */
(3)
QV_CPU_SLEEP(); /* atomically go to sleep and enable interrupts */
#else
(4)
QF_INT_ENABLE(); /* just enable interrupts */
#endif
}
(1)

The cooperative QV kernel calls the QV_onIdle() callback with interrupts disabled, to avoid race
condition with interrupts that can post events to active objects and thus invalidate the idle condition.

(2)

The sleep mode is used only in the non-debug configuration, because sleep mode stops CPU clock,
which can interfere with debugging.

(3)

The macro QV_CPU_SLEEP() is used to put the CPU to the low-power sleep mode safely. The
macro QV_CPU_SLEEP() is defined in the qv_port.h header file for the QV kernel and depends on
the interrupt disabling policy used.

(4)

When a sleep mode is not used, the QV_onIdle() callback simply re-enables interrupts.
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4

The Preemptive, Run-to-Completion QK Kernel
This section describes the ARM Cortex-R port of the preemptive, run-to-completion QK real-time kernel
described in Chapter 10 of [PSiCC2]. This type of kernel gives you very fast, fully deterministic threadlevel response and the ability of high-priority threads to preempt low-priority threads. That way, the timing
of the high-priority threads (active objects) will be virtually insensitive to any changes in the lower-priority
threads. The downside is bigger RAM requirement for the stack. Additionally, as with any preemptive
kernel, you must be very careful to avoid any sharing of resources among concurrently executing active
objects, or if you do need to share resources, you need to protect them with the QK priority-ceiling mutex
(again see Chapter 10 of [PSiCC2]).
NOTE: The preemptive QK kernel uses only one stack (the User/System stack) for all threads and
IRQ interrupts (see the next section), but the stack must be bigger than in the non-preemptive QV
kernel. You need to adjust the size of this stack to be large enough for your application.

4.1

Single-Stack, Preemptive Multitasking on ARM Cortex-R
This section explains how the run-to-completion preemptive QK kernel works on ARM Cortex-R.
NOTE: The operation of the QK kernel is closely related to the ability to nest interrupts on ARM
Cortex-R. Therefore, the QK implementation has a lot in common with the reentrant IRQ
implementation for ARM Cortex-R, as described in the TI Application Report “Nested Interrupts
on Hercules ARM Corrtex-R4/5-Based Microcontrollers” [TI-NestIRQ].

1. The ARM Cortex-R processor executes application code in the System mode, which is exactly the
mode entered out of reset.
2. QK uses only the System/User Stack Pointer (QK is a single stack kernel) for both the application
and the IRQ-type interrupts. The IRQ Stack Pointer is not used and does not need to be initialized.
NOTE: If FIQ-type interrupts are used in the application, they run in the FIQ mode and require the
FIQ stack to be initialized. However, FIQ-type interrupts are “kenrel-unaware”, which means that they
are not allowed to call any QP services (such as posting events).

3. The interrupt service routines (ISRs) for QK are written in C, but they require a special assembly
prolog and special assembly epilog (which are handled by macros QK_IRQ_BEGIN() /
QK_IRQ_END()). The following listing shows how to use these macros to define your IRQ handler:
NOTE: As any preemptive kernel, QK needs to be notified about entering the interrupt context and
about exiting an interrupt in order to perform a context switch to a new high-priority thread, if
necessary.

4.2

The qf_port.h Header File
The QF header file for the ARM Cortex-R port is located in <qp>\ports\arm-cm\qk\gnu\qf_port.h.
This file is almost identical to the QV port in that the QK port uses the same interrupt disabling and critical
section policy as the QV port. Please refer to the earlier Section 3.2 for the description of the critical
section implementation.
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4.3

The qk_port.h Header File
You configure and customize QK through the header file qk_port.h, which is located in the QP ports
directory <qp>\ports\arm-cr\qk\ti\. The purpose of qk_port.h is to specify the IRQ interrupt prolog
and epilog, which are implemented by means of the two macros QK_IRQ_BEGIN() and QK_IRQ_END(),
respectively. As shown in Listing 9 these two macros help you synthesize a reentrant IRQ handler with
the proper prolog and epilog for QK. Such a handler can be inserted directly into the vector table (such as
the VIM-RAM).
NOTE: The implementation of the IRQ prolog and epilog is different in the TI-ARM compiler and the
IAR-ARM or GNU-ARM compilers. The TI-ARM compiler does not support the so called “stackless”
or “naked” functions (which are functions that specifically don’t save and restore the usual function
stack frame). Therefore, an IRQ-handler is implemented in TI-ARM as two functions: the actual
handler coded entirely in inline assembly and the application-specific interrupt service routine (ISR) in
C, which the assembly handler calls. In contrast, the IAR-ARM compiler supports “stackless”
functions, so the IRQ prolog and epilog can be directly embedded inside the “stackless” interrupt
handler.

Listing 8: qk_porth.h header file (version for TI-ARM)
/* QK-specific Interrupt Request handler BEGIN */
(1) #define QK_IRQ_BEGIN(name_) \
(2)
void name_(void); \
(3)
__asm(" .def " #name_ "\n" \
(4)
" .arm\n" \
" .align 4\n" \
(5)
" .armfunc " #name_ "\n" \
#name_":\n" \
(6)
" SUB LR, LR, #4\n" \
(7)
" SRSDB #31!\n" \
(8)
" CPS #31\n" \
(9)
" PUSH {R0-R3, R12}\n" \
(10)
" .if __TI_VFPV3D16_SUPPORT__ = 1\n" \
(11)
" FMRX R12, FPSCR\n" \
(12)
" STMFD SP!, {R12}\n" \
(13)
" FMRX R12, FPEXC\n" \
(14)
" STMFD SP!, {R12}\n" \
(15)
" FSTMDBD SP!, {D0-D7}\n" \
" .endif\n" \
(16)
" AND R3, SP, #4\n" \
(17)
" SUB SP, SP, R3\n" \
(18)
" PUSH {R3, LR}\n" \
(19)
" BLX " #name_ "_isr\n" \
(20)
" POP {R3, LR}\n" \
(21)
" ADD SP, SP, R3\n" \
(22)
" .if __TI_VFPV3D16_SUPPORT__ = 1\n" \
(23)
" FLDMIAD SP!, {D0-D7}\n" \
(24)
" LDMFD SP!, {R12}\n" \
(25)
" FMXR FPEXC, R12 \n" \
(26)
" LDMFD SP!, {R12} \n" \
(27)
" FMXR FPSCR, R12\n" \
" .endif\n" \
(28)
" POP {R0-R3, R12}\n" \
(29)
" RFEIA SP!\n"); \
(30)
void name_ ## _isr(void) { \
(31)
++QK_attr_.intNest; {
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/* QK-specific Interrupt Request handler END */
(32) #define QK_IRQ_END() \
(33)
} --QK_attr_.intNest; \
(34)
if (QK_attr_.intNest == (uint_fast8_t)0) { \
(35)
uint_fast8_t p = QK_schedPrio_(); \
(36)
if (p != (uint_fast8_t)0) { \
(37)
QK_sched_(p); \
} \
} \
(38) }
#include "qk.h" /* QK platform-independent public interface */
(1)

The macro QK_IRQ_BEGIN() takes one parameter, which is the name of the IRQ handler.

(2)

The handler function prototype is defined as void name_(void). This prototype in C is needed so
that the handler can be placed in the vector table (such as the VIM-RAM).

(3)

The actual IRQ handler is defined entirely in inline assembly. The first line defines the export symbol
(the IRQ handler name)

(4)

The IRQ handler must be coded using the ARM instruction set
NOTE: ARM Cortex-R switches to the ARM state upon entry to all exception handlers, such as the
IRQ. It is possible to configure the core to process exceptions in the THUMB state, but this is an
unusual setting.

(5)

Declare an ASM function for the TI-ARM assembler

(6)

Adjust the LR_irq to construct the return address. The return from an exception is described in the
exception entry and exit summary section of the ARM Cortex-R Series Programmer’s Guide [ARM0042A].

(7)

Preserve the Link Register (LR_irq) and Saved Program Status Register (SPSR_irq). The Store
Return State (SRS) onto a stack instruction saves the return state on a specific stack, in this case,
the System/User Mode stack (mode bits 31). Saving on the System Mode stack will simplify the
return from the IRQ handler routine.

(8)

Switch to System Mode and keep IRQ disabled. This can be done now, as the IRQ stays disabled at
this point in time and, thus, the IRQ handler routine can’t be interrupted by another pending IRQ.

(9)

Save the non callee-saved registers on the System/User stack. Non callee-saved registers are R0,
R1, R2, R3 and R12 they are also called AAPCS (ARM Architecture Procedure Call Standard
registers, see [AAPCS]). This can be done after the switch to the System Mode, as these registers
are not banked in IRQ mode.

(10) If the FPU is used, the context of the FPU must be saved as well...
(11-15) Save the non callee-saved FPU registers on the System/User stack. Non callee-saved FPU
registers are FPSCR, FPEXC, and D0 through D7 (see [AAPCS]).
(16-18) Check that the stack is eight-byte aligned and adjust, if necessary (as required by the AAPCS
[AAPCS]). Save the System/User Mode LR_sys and the adjustment, 0 or 4 for architectures v4 or
v5TE, used on the System/User Mode SP. After this step the stack looks as follows:
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Hi memory
new SP --> LR
(adjusted as return address)
aligner size (contains the size of the aligner)
stack aligner (optional 0 or 4 bytes)
D7
(optional, when FPU present)
D6
(optional, when FPU present)
D5
(optional, when FPU present)
D4
(optional, when FPU present)
D3
(optional, when FPU present)
D2
(optional, when FPU present)
D1
(optional, when FPU present)
D0
(optional, when FPU present)
FPEXC (optional, when FPU present)
FPSCR (optional, when FPU present)
R12
R3
R2
R1
R0
old SP -->
Low memory
(19) Call the application-specific interrupt service routine (ISR) in C. The name of the ISR is <handlername>_isr().
NOTE: The application-specific ISR <handler-name>_isr() can be coded in ARM or THUMB.

After the <handler-name>_isr() returns, the epilog of the IRQ restores the context saved in the prolog:
NOTE: The application-level IRS is entered with IRQ interrupts disabled and it must return also with
the IRQ interrupts disabled. The function might choose to enable IRQ interrupts internally, but only
after adjusting the VIM so that it performs proper interrupt prioritization (this corresponds to the Clevel IRQ handler described in the TI Application Report [TI-NestIRQ] ).

(20) The saved LR and aligner-size are popped from the top of the stack.
(21) Undo system stack adjustment.
(22-27) If the FPU is present, pop the FPU stack frame from the stack (FPSCR, FPEXC, and D0 through
D7).
(28) Restore AAPCS registers (R0, R1, R2, R3 and R12)
(29) Return using RFE instruction from System mode stack
The following code defines the application-level interrupt service (ISR) routine in C:
(30) The signature of the application-level ISR is defined as void <handler-name>_isr(void).
(31) The QK interrupt nesting up-down counter is incremented to account for one interrupt level. This line
ends with ‘{‘ that opens a new block-scope for any new automatic variables, etc. that the user might
need in the body of the application-level ISR.
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At this point, the QK_IRQ_BEGIN() ends and the body of the application-level ISR begins
NOTE: The application-level IRS is entered with IRQ interrupts disabled and it must return also with
the IRQ interrupts disabled.

(32) The macro QK_IRQ_END() defines the end of the application-level interrupt service (ISR) in C.
(33) The block scope opened in step (31) is closed and the QK interrupt nesting up-down counter is
decremented to account for removing one level of interrupt.
(34) If the QK interrupt nesting up-down counter is zero, this means that this is the last level of interrupt
nesting and the IRQ is about to return to the thread-level.
(35) The QK_schedulePrio_() function checks whether any new active object threads have become
ready to run.
(36) If so, the priority returned from QK_schedPrio_() is non-zero.
(37) In that case, the QK scheduler QK_sched_() is called to activate the new high-priorty thread(s).
(38) Eventually, the application-level ISR returns back to the assembly-level IRQ handler, which restores
the context of the preempted thread (see step (20)).

4.4

Interrupt Handling in QK
As described in the previous section, the QK port to ARM Cortex-R provides two macros
QK_IRQ_BEGIN() and QK_IRQ_END(), which help you synthesize a reentrant IRQ handler with the proper
prolog and epilog for QK. Such a handler can be inserted directly into the vector table (such as the VIMRAM). The following listing shows the ISR the file <qp>\examples\arm-cm\dpp_ektm4c123gxl\qk\bsp.c.

Listing 9: Example IRQ-handler for QK defined by means of the
QK_IRQ_ENTRY()/QK_IRQ_EXIT() macros
(1) QK_IRQ_BEGIN(rtiCompare0)
(2)
/* clear the interrupt source */
(3)
/* process the interrupt */
(4) QK_IRQ_END()
(1)

The macro QK_IRQ_BEGIN() switches the processor mode from IRQ to System, and saves the
CPU/FPU context on the System/User stack.

(2)

The interrupt handler typically needs to clear the interrupt source.

(3)

The interrupt handler performs some processing, which typically posts event(s) to the application.

(4)

The macro QK_IRQ_END() checks whether the IRQ interrupt has activated any high-priority
thread(s), and performs scheduling if needed (asynchronous preemption in QK).
NOTE: The reentrant nature of the QK kernel allows also the IRQ interrupts to preempt each other, if
needed. The IRQ prolog/epilog code in the QK interrupts keeps track of the interrupt nesting level
and activates the QK scheduler only when the last nested interrupt returns back to the thread level.
However, before enabling IRQs in the IRQ handler, the software must properly set the interruptenable bits in the VIM to provide right interrupt prioritization. Please read the Texas Instruments
Application Report [TI-NestIRQ] for more information.
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4.5

Using the FPU with the preemptive QK kernel (Cortex-R4F)
If you have the Cortex-R4F CPU and your build is configured to uses the hardware FPU (e.g., the floating
port support is configured to VFPv3D16 for the TMS570L12 MCU), the IRQ handler synthesized for you
by the macros macros QK_IRQ_BEGIN() and QK_IRQ_END() preserves the FPU context, so it is safe to
use FPU in all your active object threads and even in your interrupt handlers.

4.6

QK Idle Processing Customization in QK_onIdle()
QK can very easily detect the situation when no events are available, in which case QK calls the
QK_onIdle() callback. You can use QK_onIdle() to suspended the CPU to save power, if your CPU
supports such a power-saving mode. Please note that QK_onIdle() is called repetitively from the event
loop whenever the event loop has no more events to process, in which case only an interrupt can provide
new events. The QK_onIdle() callback is called with interrupts unlocked (which is in contrast to the
QV_onIdle() callback used in the non-preemptive configuration, see Section 3.6).
The Thumb-2 instruction set used in ARM Cortex-R provides a special instruction WFI (Wait-for-Interrupt)
for stopping the CPU clock, as described in the “ARMv7-M Reference Manual” [ARM 06a]. The following
Listing 10 shows the QK_onIdle() callback that puts ARM Cortex-R into a low-power mode.
Listing 10: QK_onIdle() for the preemptive QK configuration.
(1) void QK_onIdle(void) {
~ ~ ~
(2) #if defined NDEBUG
/* Put the CPU and peripherals to the low-power mode.
* you might need to customize the clock management for your application,
* see the datasheet for your particular Cortex-R3 MCU.
*/
(3)
__wfi(); /* Wait-For-Interrupt */
#endif
}
(1)

The QK_onIdle() function is called with interrupts enabled.

(2)

The following code is only executed when no debugging is necessary (release version).

(3)

The WFI instruction is generated using the intrinsic functions.
NOTE: In some ARM MCUs, the WFI instruction disables also the JTAG debug port. This renders the
MCU unresponsive to JTAG debugger, so you should be careful.
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4.7

Testing QK Preemption Scenarios
The DPP example application includes special instrumentation for convenient testing of various
preemption scenarios that might occur in the preemptive QK kernel
The technique described in this section will allow you to trigger an interrupt at any machine instruction and
observe the preemption it causes. The interrupt used for the testing purposes is the SSI (System
Software Interrupt Request) available in the TMS570 CPU (interrupt number 21). The IRQ handler for this
interrupt is shown below:
QK_IRQ_BEGIN(ssiTest) /* System Software Interrupt for testing */
systemREG1->SSIF = 0x01; /* clear the SSI0 source */
QACTIVE_POST(AO_Table, Q_NEW(QEvt, MAX_PUB_SIG), /* for testing... */
&l_ssiTest);
QK_IRQ_END()
The ISR, as all QK interrupts, starts with the macro QK_IRQ_BEGIN() and ends with QK_IRQ_END(). For
testing purposes, this interrupt handler posts an event to the Table active object, which has higher priority
than any of the Philosopher active object.

Figure 8: Triggering the SSI interrupt from the CCS debugger.
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The basic technique of testing preemption is to stop the code in the debugger at the interesting point and
triggering the SSI interrupt at this place. To trigger SSI, you need to write a special key value of 0x75 into
the System SSKEY1 register in your debugger.
In the CCS debugger (see Figure 8): open the Registers view and select the Sys register group. Scroll
down to the SSIr1, which has the SSDATA1 and SSKEY1 fields combined. You type 0x7500 to the Value
of the SSIr1 and press Enter. The SSI interrupt is triggered immediately.
In IAR debugger: open the Register view and select the SYS1 (Primary System Control) tab. Scroll down
to the SSIR1 register, which has two fields: SSDATA1 and SSKEY1. You type 0x75 to SSKEY1 and
press Enter. The SSI interrupt is triggered immediately.

4.7.1

Thread Preemption Test
The first interesting test is verifying that QK threads can preempt each other. You set a breakpoint
anywhere in the Philosopher state machine code. You run the application until the breakpoint is hit.
After this happens, you remove the original breakpoint and place another breakpoint at the very next
machine instruction (use the Disassembly window). You also place a breakpoint inside the ssiTest()
interrupt handler and on the first instruction of the QK_sched_() function. Next you trigger the SSI
interrupt per the instructions given in the previous section. You hit the Continue button (do not single-step,
as this does not allow interrupts to run).
The pass criteria of this test are as follows:
1. The first breakpoint hit is the one inside the ssiTest() handler, which means that SSI interrupt
preempted the Philo thread.
2. The second breakpoint hit is the one in QK_sched_() function, which means that the QK scheduler is
activated before the control returns to the preempted Philo thread.
3. You single step into the QK_sched_(). You verify that the scheduler invokes a state handler from the
Table state machine. This proves that the Table thread preempts the Philosopher thread.
4. After this you free-run the application and verify that the last breakpoint (inside the Philo state
machine) is hit. This validates that the preempted Philo thread continues executing only after the
preempting thread (the Table state machine) completes.

4.7.2

Testing the FPU (Cortex-R4F)
In order to test the FPU, the Board Support Package (BSP) for the Cortex-R4F board (see Figure 1) uses
the FPU in the BSP_random() function called from all five Philo active objects.
To test the FPU, you could step through the code in the debugger and verify that the expected FPU-type
exception stack frame is used and that the FPU registers are saved and restored by the QK_IRQ_BEGIN()
/ QK_IRQ_END() macros.

4.7.3

Other Tests
Other interesting tests that you can perform include posting an event to one of the Philo active objects
rather than Table active object from the ssiTest() handler to verify that the QK scheduler will not
preempt the Philo task by itself. Rather the next event will be queued and the Philo task will process
the queued event only after completing the current event processing.
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5

QS Software Tracing Instrumentation
Quantum Spy (QS) is a software tracing facility built into all QP components and also available to the
Application code. QS allows you to gain unprecedented visibility into your application by selectively
logging almost all interesting events occurring within state machines, the framework, the kernel, and your
application code. QS software tracing is minimally intrusive, offers precise time-stamping, sophisticated
runtime filtering of events, and good data compression (please refer to “QSP Reference Manual” section
in the “QP/C Reference Manual” an also to Chapter 11 in [PSiCC2]).
This Application Note demonstrates how to use the QS to generate real-time trace of a running QP
application. Normally, the QS instrumentation is inactive and does not add any overhead to your
application, but you can turn the instrumentation on by defining the Q_SPY macro and recompiling the
code.
Figure 9: Configuring the SCI/Lin module in HALCoGen.

QS can be configured to send the real-time data out of the serial port of the target device. On the TMS570
MCU, QS uses the built-in SCI2 to send the trace data out. The LAUNCHXL2-TMS57012 board has this
SCI2 (UART) connected to the virtual COM port provided by the USB debugger (see Figure 1), so the
QSPY host application can conveniently receive the trace data on the host PC, without any extra serial
cables. The QS board-specific implementation is located in the file bsp.c and looks as follows:
NOTE: The QS implementation for LAUNCHXL2-TMS57012 includes bi-directional QS, meaning
that you can both receive tracing data from the board and send commands to the board. See the
QS manual for more information about the QSPY host application and the QSpyView front-end.
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Listing 11: QSpy implementation to send data out of the SCI2 of the TMS570L12 MCU.
(1) #ifdef Q_SPY
/*..........................................................................*/
(2) uint8_t QS_onStartup(void const *arg) {
(3)
static uint8_t qsTxBuf[2*1024]; /* buffer for QS transmit channel */
(4)
static uint8_t qsRxBuf[100];
/* buffer for QS receive channel */
(5)
(6)

QS_initBuf (qsTxBuf, sizeof(qsTxBuf));
QS_rxInitBuf(qsRxBuf, sizeof(qsRxBuf));

(7)
(8)
(9)
(10)

sciInit();
VIM_RAM[13 + 1] = (t_isrFuncPTR)&sciHighLevel; /* install the ISR */
vimREG->FIRQPR0 |= (1U << 13);
/* designate interrupt as FIQ */
vimREG->REQMASKSET0 = (1U << 13); /* enable interrupt */

(11)

/* setup the QS filters... */
QS_FILTER_ON(QS_QEP_STATE_ENTRY);
~ ~ ~
QS_FILTER_ON(PHILO_STAT);
QS_FILTER_ON(COMMAND_STAT);

(12)
(13)
(14)
(15)
(16)

(17)
(18)
(19)

return (uint8_t)1; /* return success */
}
/*..........................................................................*/
void QS_onCleanup(void) {
}
/*..........................................................................*/
QSTimeCtr QS_onGetTime(void) { /* NOTE: invoked with interrupts DISABLED */
return rtiREG1->CNT[0].FRCx; /* free running RTI counter0 */
}
/*..........................................................................*/
void QS_onFlush(void) {
uint16_t b;
QF_INT_DISABLE();
while ((b = QS_getByte()) != QS_EOD) { /* while not End-Of-Data... */
QF_INT_ENABLE();
//while (!sciIsTxReady(scilinREG)) {
while ((scilinREG->FLR & (uint32)SCI_TX_INT) == 0U) {
}
//sciSendByte(scilinREG, (b & 0xFFU));
scilinREG->TD = (b & 0xFFU);
QF_INT_DISABLE();
}
QF_INT_ENABLE();

}
/*..........................................................................*/
/*! callback function to reset the target (to be implemented in the BSP) */
(20) void QS_onReset(void) {
(21)
systemREG1->SYSECR = 0; /* perform system reset */
}
/*..........................................................................*/
/*! callback function to execute a user command (to be implemented in BSP) */
(22) void QS_onCommand(uint8_t cmdId, uint32_t param) {
void assert_failed(char const *module, int loc);
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(void)cmdId;
(void)param;
QS_BEGIN(COMMAND_STAT, (void *)1) /* application-specific record begin */
QS_U8(2, cmdId);
QS_U32(8, param);
QS_END()

(23)

}

if (cmdId == 10U) {
Q_ERROR();
}
else if (cmdId == 11U) {
Q_ERROR();
}

#endif /* Q_SPY */
(1)

The QS instrumentation is enabled only when the macro Q_SPY is defined

(2)

You need to define the QS_init() callback to initialize the QS software tracing.

(3)

You provide the QS output buffer size (in bytes) to your application

(4)

You provide the QS input buffer size (in bytes) to your application

(5)

You always need to call QS_initBuf() from QS_init() to initialize the output trace buffer.

(6)

This QS implementation supports the QS-RX (QS receive), so you need to call QS_rxInitBuf() as
well to initialize the input trace buffer.

(7)

This QS implementation uses the SCI (Serial Communication Interface) configured in the HalCoGen
application. The sciInit() function sets up all the parameters of the SCI (including the GPIO pins,
baud rate, and interrupts, as configured in HALCoGen.)

(8-10) The SCI receive interrupt handler is inserted into the VIM-RAM vector table and the interrupt is
configured as a FIQ.
NOTE: The FIQ-type interrupts are “kernel-unaware” in the QV and QK ports, meaning that they
cannot call any QP services. The QS receive handler is the notable exception, because the
QS_RX_PUT() macro is specifically designed to place the receive bytes into the QS-RX butter in a
lock-free manner.

(11) The QS filters are setup.
NOTE: The QS filters can be changed interactively at runtime through the QS-RX channel.

(12) The QS_init() callback returns success to the caller.
(13) The QS_cleanup() callback performs the cleanup of QS. Here nothing needs to be done.
(14) The QS_onGetTime() function provides the high-granularity time-stamp.
(15) This implementation uses the 32-bit RTI counter 0 as the timestamp.
(16) The QS_onFlush() callback flushes the QS trace buffer to the host. Typically, the function busywaits for the transfer to complete. It is only used in the initialization phase for sending the QS
dictionary records to the host (see please refer to “QSP Reference Manual” section in the “QP/C
Reference Manual” an also to Chapter 11 in [PSiCC2])
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(17) This implementation uses the byte-oriented QS interface QS_getByte() to obtain one byte at a time
from the QS output trace buffer
(18) The code busy-waits until the SCI is ready to accept the next byte
(19) The next byte to send is inserted into the SCI TD register.
(20) The QS_onReset() callback is used by the QS-RX channel to reset the CPU. Here the
(21) Here, the CPU is performed by writing to the SYSECR system register (see [TI-TMS570LS12X]).
(22) The QS_onCommand() callback is used by the QS-RX channel to execute the custom command in
the target. This is where you define your commands.
(23) As an example, the command generates the QS output record that you can receive in QSPY.

5.1

QS Trace Output in the Idle Callback
To be minimally intrusive, the actual output of the QS trace data happens when the system has nothing
else to do, that is, during the idle processing. The following code snippet shows the code placed either in
the QV_onIdle() callback (QV port), or QK_onIdle() callback (in the QK port):

Listing 12: QS-RX trace input in a FIQ interrupt
(1) #pragma CODE_STATE(sciHighLevel, 32)
(2) #pragma INTERRUPT(sciHighLevel, FIQ)
void sciHighLevel(void) {
(3)
uint32_t vec = scilinREG->INTVECT0;
(4)
if (vec == 11U) { /* SCI receive interrupt */
(5)
uint32_t b = scilinREG->RD;
(6)
QS_RX_PUT(b);
}
}
(1)

The ssiHighLevel interrupt is configured to use the 32-bit ARM instruction set.

(2)

The ssiHighLevel interrupt is configured as FIQ.

(3)

The interrupt vector is retrieved from the SSI INTVEC0 register.

(4)

If this is the SCI receive interrupt

(5)

The received byte is copied to a variable

(6)

The received byte is inserted into the QS-RX input buffer.
NOTE: The QS_RX_PUT() macro is specifically designed to operate in a lock-free manner, which
does not even require a critical section. The QS_RX_PUT() macro is the only QP service that is
allowed inside “kernel-unawre” interrupts, such as the FIQ here.
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5.2

QS Trace Input in the Interrupt
To QS-RX (input) channel must be very responsive not to miss any received bytes sent to the QS. For
that reason, the raw QS-RX input is performed in a FIQ interrupt

Listing 13: QS trace output using the SSI2 of LAUCHXL2-TM57012 board
(1) void QK_onIdle(void) {
~ ~ ~
(2)
(3)

#ifdef Q_SPY
QS_rxParse();

/* parse all the received bytes */

if ((scilinREG->FLR & (uint32)SCI_TX_INT) != 0U) {
uint16_t b;

/* is TX empty? */

(4)

QF_INT_DISABLE();
b = QS_getByte();
QF_INT_ENABLE();

(5)

if (b != QS_EOD) { /* not End-Of-Data? */
scilinREG->TD = (b & 0xFFU); /* put into the TD register */
}
}
#elif defined NDEBUG
~ ~ ~
#endif
}

5.3

(1)

The QK_onIdle() callback runs when the kernel detects the “idle condition” (no more events to
process).

(2)

The QS-RX (input) is processed. This call processes the bytes received into the QS-RX buffer so
far.

(3)

The code checks whether the SCI is ready to accept the next byte

Invoking the QSpy Host Application
The QSPY host application receives the QS trace data, parses it and displays on the host workstation
(currently Windows or Linux). For the configuration options chosen in this port, you invoke the QSPY host
application as follows (please refer to “QSP Reference Manual” section in the “QP/C Reference Manual”
an also to Chapter 11 in [PSiCC2]):
qspy -u –cCOM3
The specific COM port obviously depends on how the TMS570 LaunchPad virtual COM port enumerates
on your machine. You might want to open the COM ports in the Device Manager to find out the COM port
number.
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